Elapsed Time: 60.9002 seconds
Cores detected: 176

Worker threads observed: 8
Available CPU time: 487.201 seconds

cudaLaunchKernel: void dca::math::nfft::details::sumKernel<double>(double const*, int, double¥*, int, int, int): GPU: void dca::math::nfft::details::sumKernel<double>(double const*, int, double*, int, int, int):
total calls: 14 count: 14 > total calls: 14
total time: 0.000502723s tptal time: 0.000209983s

count: 14 time per call: 3.59088e-05s time per call: 1.49988e-05s

|_cuwdat-aunchKernel: void gemmSN NN kernel<double, 128, 2, 4, 8, 5, 4, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double> >(cublasGemmSmallNParams<cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>): S)Ei:gf Cv;ﬁg:gleommSN_NN_kernekdouble, 128, 2, 4, 8,5, 4, cublasGemvTensorStridedBatched <double const>, cublasGemvTensorStrided Batched <double> >(cublasGemmSmallN Params <cublasGemvTensorStridedBatched<double const>, cublasGemvTensorstridedBatched <double=, double=):

total calls: 10 total time: 5.0527e-05s

total time: 0.000681138s . _ )
time per call: 6.81138e-05s time per call: 5.0527e-06s

count: 10 o

count: 1Q

GPU: void dca::math::nfft::details::accumulateOnDeviceKernel<double>(double const*, int, double, double*, double*, int, dca::math::nfft::details::ConfigElem const*, dca::math::nfft::details::ConfigElem const*, double const*, double const*, int, dca::math::nfft::details::NfftHelper<double>):
total calls: 28

—+ total time: 0.0705862s

time per call: 0.00252093s

cudaLaunchKernel: void dca::math::nfft::details::accumulateOnDeviceKernel<double>(double const*, int, double, double*, double*, int, dca::math::nfft::details::ConfigElem const*, dca::math::nfft::details::ConfigElem const*, double const*, double const*, int, dca::math::nfft::details::NfftHelper<double>): count: 28
total calls: 28 :
total time: 0.000868208s
time per call: 3.10074e-05s

cudaMalloc:

count: 7614 —yp! total calls: 7615
total time: 15.2308s

time per call: 0.00200011s

count: 1

count: 2 cudaGetDeviceCount:
total calls: 3

total time: 2.1726e-05s
time per call: 7.242e-06s

count: 1 cudalpcGetEventHandle:
total calls: 32
— total time: 0.000178529s

time per call: 5.57903e-06s

count: 32
cudaMallocHost:
total calls: 2
— total time: 0.00789535s
count: 2 time per call: 0.00394768s
MPI Isend:
total calls: 56 ,
total time: 0.0633063s —_— count: 4 cudaStreamCreateWithFlags:
time per call: 0.00113047s »| total calls: 4
count: 32 total time: 0.000213905s
time per call: 5.34762e-05s
count: 64
cudaEventCreateWithFlags:
. total calls: 400
: : total time: 0.00794909s
count: 368 count: 141 "] time per call: 1.98727e-05s
.12 cudaEventCreate:
count > total calls: 191
=¥ total time: 0.0193871s
count: 160672 count. 2 time per call: 0.000101503s
cudaGetLastError:
total calls: 160969
B total time: 0.870263s
time per call: 5.4064e-06s
count: 124
count: 34 / cudalpcOpenMemHandle:
it: total calls: 42
i\ggl_ X\ﬁllg 112 — count: 7 —™ total time: 0.0579797s
total time: 18.896s time per call: 0.00138047s
time per call: 0.168715s count: 44 }
‘ cudalpcCloseMemHandle:
count: 44 __»| total calls: 9
‘ — total time: 0.0378536s
count: 6323 \ time per call: 0.00420596s
count: 112 b
count: 32 '« GPU: Memcpy PtoP 0->0:
" count: 56 > total calls: 56
t: 8 total time: 0.218452s
coun " time per call: 0.00390093s
) MPI Irecv: count: 2 count: 265330
count: 56 total calls: 56 cudaEventRecord:
total time: 0.0311862s total calls: 56128
time per call: 0.000556897s count: 12 = total time: 9.61544s
‘ time per call: 0.000171313s
count: 12 A
count: 271686 cudaEventQuery:
total calls: 42787
count: 56072 = total time: 1.12841s
time per call: 2.63726e-05s
count: 36464 count: 2
cudaMemcpyToSymbol:
total calls: 2 GPU: M HtoH:
total time: 6.7235e-05s total.calelgzl(zl%}g) ot
count: 2 time per call: 3.36175e-05s —»{ total time: 0.0664867s
 » cudaMemcpy: count: 480 time per call: 0.000138514s
total calls: 520 _ GPU: Memcpy HtoD:
total time: 0.301596s count: 38 total calls: 28321623
count: 520 time per call: 0.000579992s —™ total time: 0.508262s
count: 2 time per call: 1.78574e-06s
cudaMemcpy2DAsync: GPU: Memcpy DtoH:
_»| total calls: 38800 count: 19384 total calls: 19400
total time: 9.57649s = total time: 0.183344s
time per call: 0.000246817s time per call: 9.45073e-06s
count: 38800 count: 14
| count: 19224
cudaMemcpy2D:
| total calls: 2355
total time: 1.38634s nt: 29
time per call: 0.00058868s count:
count: 2355
cudalLaunchKernel: void dca::phys::solver::accumulator::details::computeGSinglebandKernel<double>(dca::linalg::util::details:: ComplexContainer<double>::type¥*, int, dca::linalg::util::details::ComplexContainer<double>::type const*, int, int, double):
total calls: 28 count: 28 GPU: void dca::phys::solver::accumulator::details::computeGSinglebandKernel<double>(dca::linalg::util::details::ComplexContainer<double>::type*, int, dca::linalg::util::details::ComplexContainer<double>::type const*, int, int, double):
total time: 0.000859109s unt: »| total calls: 28
time per call: 3.06825e-05s total time: 0.0128662s
count: 28 time per call: 0.000459505s
cudaLaunchKernel: nv static 77 64 tmpxft 00008a3a 00000000 7 zgemm batched core compute 70 cppl ii c8deOfce Z31gemm template batched nt kernell7double2Li8ELi8ELi16ELi16ELISELISELiSELISELiSELIOELi1 EEvViiiPKPKT iS5 iPPS1 iS1 S1 iiiiii:
total calls: 28 nt: 28 GPU: nv static 77 64 tmpxft 00008a3a 00000000 7 zgemm batched core compute 70 cppl ii c8deOfce Z31gemm template batched nt kernell7double2Li8ELi8ELi16ELi16ELISELISELISELiSELISELIOELi1EEViiiPKPKT iS5 iPPS1 iS1 S1 iiiiii:
total time: 0.000909402s Lount: »| total calls: 28
time per call: 3.24786e-05s total time: 0.0202805s
count: 28 time per call: 0.000724304s
cudalLaunchKernel: void dca::math::transform::details::phaseFactorsAndRearrangeKernel<double>(dca::linalg::util::details::ComplexContainer<double>::type const*, int, dca::linalg::util::details::ComplexContainer<double>::type*, int, int, int, int, dca::linalg::util::details::ComplexContainer<double>::type const*):
total calls: 28 count: 28 GPU: void dca::math::transform::details::phaseFactorsAndRearrangeKernel<double>(dca::linalg::util::details::ComplexContainer<double>::type const¥*, int, dca::linalg::util::details::ComplexContainer<double>::type¥*, int, int, int, int, dca::linalg::util::details::ComplexContainer<double>::type const*):
total time: 0.000900596s HI: —» total calls: 28
time per call: 3.21641e-05s total time: 0.0124264s
count: 28 time per call: 0.000443802s
1 cudaLaunchKernel: nv static 78 65 tmpxft 00009318 00000000 7 zgemm vbatched core compute 70 cppl ii 64dd8ela Z32gemm template vbatched nn kernell7double2Li8ELi8ELi16ELi16ELISELISELISELISELISELIOELIOEEvPiS1 S1 PKPKT S1 S6 S1 PPS2 S1 S2 S2 iiiiiiiii:
1 total calls: 56 nt: 56 GPU: nv static 78 65 tmpxft 00009318 00000000 7 zgemm vbatched core compute 70 cppl ii 64dd8ela Z32gemm template vbatched nn kernell7double2Li8ELi8ELi16ELi16ELISELISELISELISELISELIOELIOEEVPiS1 S1 PKPKT S1 S6 S1 PPS2 S1 S2 S2 iiiiiiiii:
| total time: 0.00203515s count: | total calls: 56
time per call: 3.63419e-05s total time: 0.0494254s
count: 56 time per call: 0.000882596s
>
cudaLaunchK —void gemmSN NN kernel<double, 128, 2, 4, 8, 4, 4, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double> >(cublasGemmSmallNParams<cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>):
alls: 8 nt: 8 GPU: void gemmSN NN kernel<double, 128, 2, 4, 8, 4, 4, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double> >(cublasGemmSmallNParams<cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>):
total time: 0.000468963s count: »| total calls: 8
time per call: 5.86204e-05s total time: 4.0384e-05s
count: 8 time per call: 5.048e-06s
>
cudaLaunchKernel: void dca::phys::solver::accumulator::details::computeTKernel<double>(int, int, dca::linalg::util::details::ComplexContainer<double>::type*, int, dca::phys::solver::accumulator::details::Triple<double> const*, double const*, bool):
total calls: 56 count: 56 GPU: void dca::phys::solver::accumulator::details::computeTKernel<double>(int, int, dca::linalg::util::details::ComplexContainer<double>::type¥*, int, dca::phys::solver::accumulator::details::Triple<double> const*, double const*, bool):
total time: 0.0023178s Unt: »| total calls: 56
time per call: 4.13893e-05s total time: 0.000973721s
count: 56 time per call: 1.73879e-05s
cudaLaunchKernel: void dca::phys::solver::accumulator::details::sortMKernel<double, double>(int, double const*, int, dca::linalg::util::details::ComplexContainer<double>::type*, int, dca::phys::solver::accumulator::details::Triple<double> const*, dca::phys::solver::accumulator::details::Triple<double> const*):
total calls: 28 count: 28 GPU: void dca::phys::solver::accumulator::details::sortMKernel<double, double>(int, double const*, int, dca::linalg::util::details::ComplexContainer<double>::type*, int, dca::phys::solver::accumulator::details::Triple<double> const*, dca::phys::solver::accumulator::details::Triple<double> const*):
total time: 0.00143996s UHL: » total calls: 28
time per call: 5.14273e-05s total time: 0.00741523s
count: 28 time per call: 0.00026483s
cudaLaunchKernel: void dca::linalg::lapack::kernels::multiplyDiagonalLeft<double, double>(int, int, double const*, int, double const*, int, double*, int):
—» total calls: 28 nt: 28 GPU: void dca::linalg::lapack::kernels::multiplyDiagonalLeft<double, double>(int, int, double const*, int, double const*, int, double¥*, int):
total time: 0.000897772s COunt: | total calls: 28
time per call: 3.20633e-05s total time: 0.00406656s
count: 28 time per call: 0.000145234s
GPU: Memcpy DtoD 0->0:
_»| total calls: 2312
total time: 0.00214202s
time per call: 9.26479e-07s
count: 2312
cudaLaunchKernel: void trsm_left kernel<double, 256, 4, true, false, false, true, false>(cublasTrsmParams<double>, double, double const¥*, int): GPU: void trsm_left kernel<double, 256, 4, true, false, false, true, false>(cublasTrsmParams<double>, double, double const*, int):
» total calls: 332 count: 332 > total calls: 332
total time: 0.0372367s total time: 0.0212854s
time per call: 0.000112159s time per call: 6.41127e-05s
count: 332
cudaLaunchKernel: void trsm _left kernel<double, 256, 4, true, false, false, false, true>(cublasTrsmParams<double>, double, double const*, int): GPU: void trsm_left kernel<double, 256, 4, true, false, false, false, true>(cublasTrsmParams<double>, double, double const*, int):
» total calls: 332 count: 332 > total calls: 332
total time: 0.0455648s total time: 0.0144798s
time per call: 0.000137243s time per call: 4.36139e-05s
count: 332
cudalLaunchKernel: volta dgemm 64x64 nn: GPU: volta dgemm 64x64 nn:
_»| total calls: 54728 count: 54728 > total calls: 54728
total time: 10.1811s total time: 12.6744s
time per call: 0.000186032s time per call: 0.000231589s
count: 54728
cudaLaunchKernel: void gemmSN NN kernel<double, 128, 2, 4, 8, 7, 4, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double> >(cublasGemmSmallNParams<cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>): GPU: void gemmSN NN kernel<double, 128, 2, 4, 8, 7, 4, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double> >(cublasGemmSmallNParams<cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>):
total calls: 12 count: 12 total calls: 12
total time: 0.000843789s ™ total time: 6.5278e-05s
time per call: 7.03157e-05s time per call: 5.43983e-06s
count: 12
cudaLaunchKernel: void gemm kernel2x2 core<double, false, false, false, false, false>(double*, double const*, double const*, int, int, int, int, int, int, double*, double*, double, double, int): GPU: void gemm kernel2x2 core<double, false, false, false, false, false>(double*, double const*, double const*, int, int, int, int, int, int, double*, double*, double, double, int):
—» total calls: 10668 count: 10668 > total calls: 10668
total time: 1.88772s total time: 0.251487s
time per call: 0.000176952s time per call: 2.3574e-05s
count: 10668 >
Wcaz:phys::solver::ctaux::gOkernels::akima_interpolation_fat_row<doub1e>(int, int, int, double, int, int, int*, int*, double*, double*, std::pair<int, int>, std::pair<int, int>, double*, std::pair<int, int>, std::pair<int, int>, double*, std::pair<int, int>, std::pair<int, int>): GPU: void dca::phys::solver::ctaux::gOkernels::akima interpolation fat row<double>(int, int, int, double, int, int, int*, int*, double*, double*, std::pair<int, int>, std::pair<int, int>, double*, std::pair<int, int>, std::pair<int, int>, double*, std::pair<int, int>, std::pair<int, int>):
otal calls: 19184 count: 19184 > total calls: 19184
total time: 3.79166s total time: 0.855495s
time per call: 0.000197647s time per call: 4.45942e-05s
count: 19184
—®| cudaLaunchKernel: void dca::linalg::blas::kernels::scaleRows<double> (int, int, int const*, double const*, double*, int): GPU: void dca::linalg::blas::kernels::scaleRows<double>(int, int, int const*, double const*, double*, int):
total calls: 19222 count: 19222 > total calls: 19222
total time: 3.2831s total time: 0.720677s
time per call: 0.000170799s time per call: 3.74923e-05s
count: 19222
cudaLaunchKernel: void trsm _left kernel<double, 256, 4, false, false, false, true, false>(cublasTrsmParams<double>, double, double const*, int): GPU: void trsm left kernel<double, 256, 4, false, false, false, true, false>(cublasTrsmParams<double>, double, double const*, int):
total calls: 23220 count: 23220 > total calls: 23220
_»| total time: 5.10125s total time: 0.981407s
time per call: 0.000219692s time per call: 4.22656e-05s
count: 23220
: 207
count: 2070 cudaFuncSetAttribute:
> total calls: 2070
count: 111 total time: 0.0193788s
time per call: 9.36173e-06s
count: 11806 cudaGetDevice:
total calls: 111
—» total time: 0.000552226s
time per call: 4.97501e-06s
| count: 38766
| cudaFreeHost:
total calls: 11806
total time: 0.691868s
. —— " time per call: 5.86031e-05s
count: 19382
cudaLaunchKernel: void dca::linalg::lapack::kernels::laset<double>(int, int, double, double, double*, int): GPU: void dca::linalg::lapack::kernels::laset<double>(int, int, double, double, double*, int):
total calls: 38766 count: 38766 > total calls: 38766
»{ total time: 7.61812s total time: 0.2672s
time per call: 0.000196515s time per call: 6.89263e-06s
count: 413
cudaLaunchKernel: void dca::phys::solver::ctaux::walkerkernels::compute Gamma_ kernel<double>(double*, int, int, double*, int, int, int, double¥*, int, int, int, int*, double*, double*): GPU: void dca::phys::solver::ctaux::walkerkernels::compute Gamma kernel<double>(double*, int, int, double*, int, int, int, double¥*, int, int, int, int*, double*, double*):
total calls: 19382 count: 19382 > total calls: 19382
» total time: 3.00516s total time: 0.190748s
time per call: 0.000155049s time per call: 9.8415e-06s
count: 11509
cudaDeviceGetAttribute:
total calls: 413
—® total time: 0.00178703s
time per call: 4.32696e-06s
count: 16
cudaHostAlloc:
total calls: 11509
— total time: 0.877296s
time per call: 7.62269e-05s
count: 82
cudaSetDevice:
total calls: 16
— total time: 0.000134831s
time per call: 8.42694e-06s
count: 12
cudaLaunchKernel: void gemm kernel2x2 tile multiple core<double, true, false, false, false, false>(double*, double const*, double const*, int, int, int, int, int, int, double*, double*, double, double, int): GPU: void gemm kernel2x2 tile multiple core<double, true, false, false, false, false>(double*, double const*, double const¥*, int, int, int, int, int, int, double*, double*, double, double, int):
total calls: 82 count: 82 > total calls: 82
—» total time: 0.0063572s total time: 0.0011406s
time per call: 7.75269e-05s time per call: 1.39097e-05s
count: 542
cudaGetDeviceProperties:
total calls: 12
—® total time: 0.0861916s
time per call: 0.00718264s
count: 36553
cudaMemset:
total calls: 542
—® total time: 0.25575s count: 231 GPU: Memset:
time per call: 0.000471863s total calls: 36784
—® total time: 0.043436s
count: 836 count: 36553 time per call: 1.18084e-06s
cudaMemsetAsync:
total calls: 36553
total time: 7.19844s
. —— " time per call: 0.000196931s
count: 84
cudaFree:
total calls: 8362
total time: 11.44s
. —— "] time per call: 0.00136809s
count: 736
cudaStreamWaitEvent:
total calls: 84
— total time: 0.000647266s
time per call: 7.70555e-06s
count: 43
cudaLaunchKernel: void gemv2T kernel val<int, int, double, double, double, 128, 16, 2, 2, false, cublasGemvParams<cublasGemvTensor<double const>, cublasGemvTensor<double>, double> >(cublasGemvParams<cublasGemvTensor<double const>, cublasGemvTensor<double>, double>, double, double): GPU: void gemv2T kernel val<int, int, double, double, double, 128, 16, 2, 2, false, cublasGemvParams<cublasGemvTensor<double const>, cublasGemvTensor<double>, double> >(cublasGemvParams<cublasGemvTensor<double const>, cublasGemvTensor<double>, double>, double, double):
total calls: 736 count: 736 total calls: 736
total time: 0.101139s ™ total time: 0.0109812s
time per call: 0.000137417s time per call: 1.49201e-05s
cudaPeekAtLastError:
total calls: 43
—® total time: 0.000220275s
time per call: 5.12267e-06s
count: 42
cudaStreamCreate:
total calls: 46
— total time: 0.0152319s
time per call: 0.000331128s
cudaLaunchKernel: void dca::phys::solver::accumulator::details::updateG4Kernel<double, (dca::phys::FourPointType)5>(dca::linalg::util::details::ComplexContainer<double>::type*, dca::linalg::util::details::ComplexContainer<double>::type const*, int, dca::linalg::util::details::ComplexContainer<double>::type const*, int, int, bool, unsigned long, unsigned long): GPU: void dca::phys::solver::accumulator::details::updateG4Kernel<double, (dca::phys::FourPointType)5>(dca::linalg::util::details::ComplexContainer<double>::type*, dca::linalg::util::details::ComplexContainer<double>::type const*, int, dca::linalg::util::details::ComplexContainer<double>::type const*, int, int, bool, unsigned long, unsigned long):
total calls: 42 count: 42 total calls: 42
total time: 0.00175649s ™ total time: 0.247582s
time per call: 4.18212e-05s time per call: 0.00589482s
count: 19566
cudaLaunchKernel: void gemmSN NN kernel<double, 128, 2, 4, 8, 6, 4, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double> >(cublasGemmSmallNParams<cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>): GPU: void gemmSN NN kernel<double, 128, 2, 4, 8, 6, 4, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double> >(cublasGemmSmallNParams<cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>):
total calls: 10 count: 10 total calls: 10
total time: 0.000741347s ™ total time: 5.2639e-05s
time per call: 7.41347e-05s time per call: 5.2639e-06s
count: 28
cudaEventSynchronize:
total calls: 19566
— total time: 1.05462s
time per call: 5.39007e-05s
count: 19198
cudalLaunchKernel: nv static 77 64 tmpxft 00008a3a 00000000 7 zgemm batched core compute 70 cppl ii c8deOfce Z31gemm template batched nn kernell7double2Li8ELi8ELi16ELi16ELISELISELISELISELISELIOELIOEEViiiPKPKT iS5 iPPS1 iS1 S1 iiiiii: GPU: nv static 77 64 tmpxft 00008a3a 00000000 7 zgemm batched core compute 70 cppl ii c8deOfce Z31gemm template batched nn kernell7double2Li8ELi8ELi16ELi16ELISELISELISELISELISELIOELIOEEViiiPKPKT iS5 iPPS1 iS1 S1 iiiiii:
total calls: 28 count: 28 total calls: 28
total time: 0.000940737s ™ total time: 0.0210548s
time per call: 3.35978e-05s time per call: 0.000751958s
count: 19184
cudaLaunchKernel: void dca::phys::solver::ctaux::gOkernels::akima interpolation fat column<double>(int, int, int, double, int, int, int*, int*, double*, double*, std::pair<int, int>, std::pair<int, int>, double*, std::pair<int, int>, std::pair<int, int>, double*, std::pair<int, int>, std::pair<int, int>): GPU: void dca::phys::solver::ctaux::gOkernels::akima interpolation fat column<double>(int, int, int, double, int, int, int*, int*, double*, double*, std::pair<int, int>, std::pair<int, int>, double*, std::pair<int, int>, std::pair<int, int>, double*, std::pair<int, int>, std::pair<int, int>):
total calls: 19198 count: 19198 > total calls: 19198
total time: 3.21012s total time: 1.10552s
time per call: 0.000167211s time per call: 5.7585e-05s
count: 23220
cudaLaunchKernel: void dca::linalg::lapack::kernels::multiplyDiagonalRight<double>(int, int, double const*, int, double const*, int, double¥*, int): GPU: void dca::linalg::lapack::kernels::multiplyDiagonalRight<double>(int, int, double const*, int, double const*, int, double*, int):
total calls: 19184 count: 19184 > total calls: 19184
p»| total time: 3.79235s total time: 0.200299s
time per call: 0.000197683s time per call: 1.04409e-05s
count: 28
cudaLaunchKernel: void trsm _left kernel<double, 256, 4, false, false, false, false, true>(cublasTrsmParams<double>, double, double const*, int): GPU: void trsm left kernel<double, 256, 4, false, false, false, false, true>(cublasTrsmParams<double>, double, double const*, int):
total calls: 23220 count: 23220 > total calls: 23220
p» total time: 4.95644s total time: 0.640641s
time per call: 0.000213456s time per call: 2.75901e-05s
count: 71284
cudaLaunchKernel: void dca::phys::solver::accumulator::details::rearrangeOutputKernel<double>(int, int, int, dca::linalg::util::details::ComplexContainer<double>::type const*, int, dca::linalg::util::details::ComplexContainer<double>::type*, int): GPU: void dca::phys::solver::accumulator::details::rearrangeOutputKernel<double>(int, int, int, dca::linalg::util::details::ComplexContainer<double>::type const*, int, dca::linalg::util::details::ComplexContainer<double>::type*, int):
total calls: 28 count: 28 total calls: 28
» total time: 0.000866449s ™ total time: 0.0296026s
time per call: 3.09446e-05s time per call: 0.00105724s
count: 29143
cudaLaunchKernel: void dca::linalg::blas::kernels::swapRows<double>(int, int, int const*, int const*, double*, int): GPU: void dca::linalg::blas::kernels::swapRows<double>(int, int, int const*, int const*, double*, int):
total calls: 71284 count: 71284 > total calls: 71284
» total time: 13.0525s total time: 1.82691s
time per call: 0.000183105s time per call: 2.56286e-05s
count: 381
cudaStreamSynchronize:
total calls: 29143
—® total time: 2.33609s
time per call: 8.01595e-05s
count: 32
cudaEventDestroy:
total calls: 381
—® total time: 0.012614s
time per call: 3.31075e-05s
cudaStreamDestroy:
total calls: 32
— total time: 0.000759864s
time per call: 2.37457e-05s
count: 1
cudaDeviceSynchronize:
total calls: 48
— total time: 0.00125878s
time per call: 2.62246e-05s
count: 19222
cudalLaunchKernel: kernel(int*): GPU: kernel(int*):
total calls: 1 count: 1 > total calls: 1
— total time: 0.00015483s total time: 3.456e-06s
time per call: 0.00015483s time per call: 3.456e-06s
count: 71284
cudalLaunchKernel: void dca::linalg::blas::kernels::copyRows<double>(int, int, int const*, double const*, int, int const*, double¥*, int): GPU: void dca::linalg::blas::kernels::copyRows<double>(int, int, int const*, double const*, int, int const*, double¥*, int):
total calls: 19222 count: 19222 > total calls: 19222
p»| total time: 3.11468s total time: 0.391298s
time per call: 0.000162037s time per call: 2.03568e-05s
count: 210
cudaLaunchKernel: void dca::linalg::blas::kernels::swapCols<double>(int, int, int const*, int const*, double*, int): GPU: void dca::linalg::blas::kernels::swapCols<double>(int, int, int const*, int const*, double*, int):
total calls: 71284 count: 71284 > total calls: 71284
»| total time: 12.4749s total time: 0.733819s
time per call: 0.000175003s time per call: 1.02943e-05s
count: 19222
cudaLaunchKernel: void gemmk1 kernel<double, 256, 5, false, false, false, false, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>(cublasGemmk1Params<double, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>): GPU: void gemmk1 kernel<double, 256, 5, false, false, false, false, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>(cublasGemmk1Params<double, cublasGemvTensorStridedBatched<double const>, cublasGemvTensorStridedBatched<double>, double>):
total calls: 210 count: 210 total calls: 210
total time: 0.0347108s ™ total time: 0.0050556s
time per call: 0.00016529s time per call: 2.40743e-05s
cudaLaunchKernel: void dca::phys::solver::ctaux::nkernels::compute G cols kernel<double>(int, int, int, int*, double*, double*, int, double*, int, double*, int): GPU: void dca::phys::solver::ctaux::nkernels::compute G cols kernel<double>(int, int, int, int*, double*, double*, int, double*, int, double*, int):
total calls: 19222 count: 19222 > total calls: 19222
total time: 3.30126s total time: 0.400446s
time per call: 0.000171744s time per call: 2.08327e-05s
>




